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Outline

� Phonetic imitation 

� Imitation and generalization of experimentally-
lengthened VOT 

� Hierarchical Bayesian Modeling of phonetic imitation

� Summary & future-directions 
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Phonetic Imitation

� Adult speakers (implicitly) imitate phonetic properties of 
recently heard speech

� Shockley, Sabadini & Fowler (2004) 
� Delvaux & Soquet (2007) 
� Nielsen (2007): described in detail below

See also results on voice imitation/phonetic convergence
� Goldinger (1998)
� Pardo (2006)
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Phonetic Imitation

� Perceptual counterpart
Words spoken in recently heard voices/words/accents 
are recognized more quickly and accurately

� Mullenix, Pisoni & Martin (1989) 
� Goldinger (1996)
� Maye, Aslin & Tanenhaus (2003)

See also perceptual learning of novel phonetic distribs:
� Norris et al. (2003), Eisner & McQueen (2005)
� Morley (2008)
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Imitation of lengthened VOT
Nielsen (2007)

� Production: Baseline & Post-exposure (‘test’)
VOT recorded and measured for 120 real words

� 100 /p/-initial, 20 /k/-initial

� Listening: two repetitions of 80 Target words (/p/-initial)
� VOT lengthened by 40ms (Mean 113 ms, SD: 11 ms)

� N = 27

compared

Baseline Listening Test
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Stimulus Design

Listening list (80)

Production list (120)

Target /p/ initial
parent, person, peacock, pedal

Test /p/ initial
pillar, pumpkin

Test /k/ initial
kosher, kitten

20/k/

204040/p/

LowHighLowHigh

Unheard (Test)Heard (Target)

+ Sonorant-initial
fillers: memory, united
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Result (1): Generalized Imitation

� Lengthened VOT on word-initial /p/ was imitated, and 
generalized to unheard /p/-initial and /k/-initial words.

Findings indicate  
imitation at a sub-
segmental (gestural
or featural) level of 
representation
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Result (2): Word specificity

(observed in a post-hoc analysis of “strong imitators”)
� Imitation found in both Heard (Target) and Unheard 

words, but greater for Heard

Neither segment- nor 
word- level predicts this 
alone: The results 
show imitation at 
multiple levels of 
representation
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Imitation of lengthened VOT:
Summary of Results

� Imitation of lengthened VOT was generalized at
� Segmental level (unheard /p/-initial words)
� Subsegmental (gestural or featural) level (unheard /k/-initial)

� Lexical effect was weakly represented
� Effects of lexical freq. and target-exposure (heard vs. unheard) 

only in post-hoc analysis

� Also: Degree of imitation (VOT lengthening) did not vary 
between unheard /p/ and /k/
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Theoretical issues

� Perception / production relation
How does phonetic imitation — a production effect —
relate to perceptual learning and adaptation?

� Multi-level linguistic representations
How do subsegmental and word-specific representations 
combine to yield imitation?

� Generalization beyond experience
What is the mechanism for extending imitation to new 
words and new segments? 
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Statistical modeling of 
phonetic imitation

� Listeners learn statistical phonetic models of particular 
speakers/episodes and of the speech community.

� We take this to account for perceptual learning or adaptation.
(not our focus today)

� The model incorporates multi-level representations with 
parameters for (at least) features and words.

� Multi-level representations support learning of phonetic 
generalizations about features and words.

� Phonetic imitation arises when one ‘activates’ the 
submodel for a recently heard speaker/episode.
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Hierarchical Bayesian Modeling

� Hierarchical Bayesian modeling provides a set 
of statistically sound methods for inference:
� learning parameters and covariance at multiple levels 

of description (speech community or population, 
individual speakers, episodes, words, features, …).

even if # parameters > # data points
even if explanatory vrbls are not linearly independent

� using prior information, embodied in higher levels of 
the model, to make predictions about unexperienced
values at lower levels of the model.

Gelman et al. 2004, Gelman & Hill 2007, Lin (ms., this event)
see also Feldman & Griffiths (2007), Goldwater (2007)
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Ordinary Linear Regression

VOT[i,j] ~ N(X[i,j]×g[i], s [i]2)

� VOT of word w[j] produced by speaker s[i] is modeled by 
a normal distribution with mean X[i,j]×g[i] and s.d. s[i].

� The speaker-level regression parameters g[i] are:
g[i].sg baseline effect of [spread glottis]                   1
g[i].dor lengthening effect of dorsal place 1

(Lisker & Abramson 1964, Cho & Ladefoged 1999)

{ g[i].w[j] } word-specific effects within speaker s[i] 120



14

Bayesian Linear Regression

g[i] ~ N(G, s2)
VOT[i,j] ~ N(X[i,j]×g[i], s [i]2)

� The speaker-level regression parameters { g[i] } are 
modeled as samples from a population-level normal 
distribution with mean G and standard deviation s.

� The population-level regression parameters G are:
G.sg baseline effect of [spread glottis]                   1
G.dor lengthening effect of dorsal place 1
{ G.w[j] } word-specific effects in the population 120
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Hierarchical Bayesian 
Linear Regression

G ~ N(UG, S)
g[i] ~ N(G, s2)

VOT[i,j] ~ N(X[i,j]×g[i], s [i]2)

� The population-level regression coefficients are 
themselves modeled as samples from a UG or super-
population distribution with its own mean and covar.

� The UG-/-superpopulation regression params are:
UG.sg baseline effect of [+spread glottis] 1
UG.dor lengthening effect of dorsal place      1
UG.w mean of word-level effects 1
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Macro model: superpopulation, 
population, and individual speakers
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Micro model: model and generated 
tokens of a single speaker / episode
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Step 1 [baseline]: Learning about 
normal speakers and the population

� Priors and learning data
� priors: a-priori values for the superpopulation level

prior means: (UG.sg=0, UG.dor=0, UG.w=0)
prior (co)variance: S = 102I [and s2 = {s[i]2} = 102I]

� data: VOTs from speakers s[i] (i = 1, ¼ , n)
we simply use the baseline productions of the 27 participants + noise

� Hierarchical Bayesian inference identifies the baseline 
distribution over the { g[i] } and G parameters that 
maximizes prob(learning data) ´ prior.

posterior for each g[i] reflects mean and covariance within s[i]
posterior for G reflects mean and covariance across { s[i] }
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Estimating the baseline distribution 
with Markov Chain Monte Carlo

� Estimate 27*(2+120) speaker-level parameters and  
(2+120) population-level parameters by MCMC.

� Gibbs sampler
0. Make an initial guess of the population parameters G.
1. For each speaker s[i] in the population (i = 1, ..., n),

update the speaker-level parameters g[i] given prior 
G and (the sufficient statistics of) the data from s[i].

2. Update the population-level parameters G given prior
UG and the speaker-level params { g[i] }.

Repeat steps (1) and (2) until convergence.
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Baseline distribution:
population level (G)

baseline data [blue lines]
(all speakers, all words)

mean s.d.
/p/ 65.37 15.25
/k/ 75.62 13.99
/k/-/p/ 10.25

simulated baseline distribution
mean s.d.

G.sg 62.87 3.87 [gray line]
G.dor 7.79 4.57 [red line]
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Baseline distribution:
population level (G)
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Baseline distribution: two examples 
of speaker / episode level (g[i])
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Baseline fit to individual 
speaker data (all r 2 >à>à>à>à.98)
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Baseline fit to individual 
speaker data (all r 2 >à>à>à>à.98)
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Summary of Step 1 [baseline]

� From exposure to the (noisy) baseline productions of the 
27 participants, the model has estimated speaker-
specific and population-wide generative models:

� the values and covariance of the regression 
parameters g[i] for each speaker s[i] (i = 1, …, 27).

excellent ‘perceptual accommodation’ to each speaker (r2³ .98)

� the values and covariance of the regression 
parameters G for the speech population.

parametric representation of ‘typical’ or ‘expected’ feature-
and word- level effects within the population
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Step 2 [exposure]: Learning about 
the VOT-lengthened speaker (s*)

� VOTs of the experimentally-manipulated stimuli were 
presented to the model under the following conditions:

� The population model G was held constant during 
exposure to tokens from speaker s*.

technically, G was approximated by its baseline mode and 
covariance matrix

� The experimental productions from s* were used to 
estimate a new set of speaker-level parameters g*. 
This gives ‘perceptual adaptation’ to the new speaker.
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The learning problem

� The tokens from s* presented during the exposure phase 
provide no direct evidence about certain parameters:

g*.dor (no /k/-initial stimuli)
g*.canine, g*.coolant, … (no /k/-initial stimuli)
g*.pillar, g*.poppy, … (unheard /p/-initial words)

� An infinite variety of parameter values g* fit the exposure 
data equally well. How can the model select among 
them, in order to yield the correct multi-level imitation?

� This type of problem arises whenever a model — or 
person — must generalize beyond the learning data.

for example, the baseline model would face the same problem (and 
submit to the same Bayesian solution) if tested on new words
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Hierarchical-Bayesian solution to 
the learning problem

� Bayesian inference solves the learning problem by using 
prior knowledge to ‘fill in’ unexperienced param. values.

Bayes’ rule: prob(b) µ prob(data | b) ´ prior(b)
in the absence of relevant data: prob(b) µ prior(b)

� Hierarchical Bayesian inference takes the prior from a 
higher level of the model: here, the population level.

prob(g*) µ prob(s* data | g*) ´ prob(g* | G)
� Values for g*.dor, g*.canine, g*.pillar, … are estimated 

from productions of s* via the other g* params and G.
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Rapid Bayesian adaptation to s*

� The model rapidly adapts to the artificially-lengthened 
VOTs of the new speaker s*.
fit between g* and s* VOTs: r2 > .95 after just 20 learning iterations

� Due to its Bayesian architecture, the model gives 
reasonable estimates for params that were exemplified 
in the data and params for which no direct evidence 
was provided .

(summary on next slide)
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Learned parameters of s*

g* s* data G
mean (s.d.) mean (s.d.)

g*.sg 109.15 113.26 (10.82) 62.87 (3.87)
g*.dor 20.56 no direct evidence 7.79 (4.57)
g*.picture -9.81 100 (NA) -18.08 (3.89)
g*.pallet 10.80 118 (NA) 10.41 (3.71)
g*.pillar -2.31 no direct evidence -1.61 (3.51)
g*.poppy 3.08 no direct evidence -3.61 (3.95)
g*.canine 0.07 no direct evidence 2.60 (4.37)
g*.coolant 17.75 no direct evidence 17.41 (4.61)



31

Revised model: superpopulation, 
population, and individual speakers
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Step 3 [imitation]: Mixture modeling 
of predicted test productions

� Step 1 [baseline] and Step 2 [exposure] establish a 
perceptual model of speakers s[1], s[2], …, s[27], the 
new speaker s*, and the speech population.

� The same model can be used as a production system, 
thereby making predictions about VOT imitation. 

� A simple theory of phonetic imitation of s* by participant 
s[i]: generate VOTs from a Normal mixture of g[i] and g*

test-VOT[i]  ~  (1–a[i]) N(g[i],s [i]2) + a[i] N(g*,s*2)
a[i] Î [0,1] is the ‘activation’ or ‘affinity’ weight on s* for s[i].
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Fitting the activation weights

� Descriptively, participants show different levels of 
phonetic imitation in the experiment. The normal mixture 
model allows for this with a fit weight a (1 per speaker).
test-VOT[i]  ~  (1–a[i]) N(g[i],s[i]2) + a[i] N(g*,s*2)

� Fitting activation weight a[i] (i = 1, …, 27)
� Given a[i] ® generate 120 predicted test VOTs (1 per 

word) for s[i] from the mixture model ® aggregate into 
4 categories (p+lo, p+hi, p_lo, k_lo) ® compare to the 
corresponding 4 observed test means for speaker s[i].

� Set a[i] to minimize MSE = (observed – predicted)2/4.
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Observed and predicted imitation: 
(p+hi, p+lo, p_lo, k_lo) by participant
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Observed and predicted imitation: 
(p+hi, p+lo, p_lo, k_lo) by participant
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Observed and predicted imitation
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A non-hierarchical alternative?

� Hierarchical modeling allows the learner to infer 
properties of a speaker s* from the general population.

� We have explored some non- (or less-) hierarchical 
methods methods of inference:
� ‘Radical nativism’: Use the superpopulation-/UG- level 

distribution as the prior for learning g*. Result: g*.dor
= 0, incorrectly predicts VOT(p) ³ VOT(k) at test.

� ‘Enlightened solipsism’: Like the first alternative, but 
set g*.b == s[i].b for all unobserved parameters b
when generating test predictions for participant s[i].
Result: substantially worse MSEs within participants.
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Summary & future directions

� Implicit phonetic imitation engages multiple levels of 
representation, and consequently generalizes to unheard 
segments and words while retaining some specificity.

� Remaining issue: distinguish imitation from ‘careful speech’.

� Hierarchical Bayesian modeling provides a principled, 
precise account of speaker- and population- level 
perceptual knowledge, and imitative productions.

� Can we explain s* ‘activation’ weights with sociolinguistic or 
other factors? (see Nielsen’s on-going work with Graff & Zuraw)

� How can the same model explain the absence of imitation of 
experimentally shortened VOT (Nielsen 2007)?
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